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The Autonomous Network 

by Sunil Khandekar, Founder and CEO, Nuage Networks, a Nokia venture

Virtual Networking is the foundation for Cloud 
Automation, from the datacenter to remote WAN 

The automation and delivery of on-demand services is driving previously unimagined 
business agility and a new generation of business applications and revenue opportuni-
ties. This Digital Transformation is driving better alignment of IT with rapidly chang-
ing business opportunities, reduction in operational costs for IT as a whole, and vastly 
more efficient and flexible resource utilization.

Sunil leads the vision and direction at Nuage Networks. Sunil brings over fifteen years of 
experience in the communications and networking industry, including his former role as VP of 
business development for Europe, Middle East, and Africa (EMEA), as well as VP of global 
product management for Alcatel Lucent’s IP Division.

Sunil gained expertise in the networking startup space in his time at TiMetra Networks, where 
he led product management and standardization. And before that, he held a variety of product 
management and consulting engineering management roles with Bay and Nortel Networks in 
New York and Santa Clara.
Sunil has co-authored and contributed to multiple IETF drafts. He is also a regular speaker at 
industry events and conferences. 

Cloud architectures allow automated, 
on-demand delivery of applications 
and services, flexibly deployed across 
large, cost-effective resource pools, 
whether on-premises or from service 
providers. The automation and delivery 
of on-demand services is driving previ-
ously unimagined business agility and 
a new generation of business applica-
tions and revenue opportunities. This 
Digital Transformation is driving better 
alignment of IT with rapidly changing 
business opportunities, reduction in op-
erational costs for IT as a whole, and 
vastly more efficient and flexible re-
source utilization.

Cloud use cases are opening up new 
possibilities in IT organizations while 
they improve overall business processes 
ranging from DevOps, to Big Data Ana-
lytics to the Internet of Things (IoT). At 

-lytics to the Internet of Things (IoT). 
At the heart of an on-demand, agile 
cloud architecture is a network infra-
structure that can be provisioned, man-
aged and tuned through policy-based 
software, allowing virtual networks to 
respond in real-time to user require-
ments and business conditions.

The foundation of this cloud network, 
as it evolves from traditional data cen-
ter and service provider designs, is a 
software-defined infrastructure that 
allows policy-based software to auto-
mate complex IT tasks, accelerating 
key IT processes from weeks to min-
utes. While cloud-based automation 
tools for servers have been around for 
more than a decade, network and secu-
rity automation has made rapid strides 
in just the last few years, largely driven 
by developments in software defined 

networking (SDN), software defined 
wide area networks (SD-WAN), and 
even more recently, software defined 
security.

The original goal of SDN was to auto-
mate and scale critical networking tasks 
so that cloud infrastructure could be 
managed in real-time and quickly adapt 
to changing business needs. This led to a 
great deal of business agility and a new 
generation of applications for new class-
es of remote and mobile users. Without 
SDN and policy-based automation, 
much of what cloud architectures bring 
us today could not have happened. 

Virtual Networks enable Cloud Auto-
mation and SDN

Enabling this software defined cloud in-
frastructure is a critical layer of virtual 
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networking. Virtual networks separate 
the requirements of individual appli-
cation networks from the underlying 
physical network, so that applications 
can easily be deployed on and migrated 
to any resource pool anywhere in the 
cloud. This has greatly simplified the 
ability to host applications simultane-
ously on-premises and at public cloud 
providers (hybrid cloud) with virtually 
no modifications to the application de-
sign. 

Virtual networking has also provided 
the ability to centralize network and 
security policies into a global policy 
repository and to develop software that 
can thus automate the entire distributed 
cloud infrastructure. This automation 
software is now generally known as 
a cloud management system, which 
works in close conjunction with the 
SDN controller and the virtual network-
ing layer. Common examples of cloud 
management systems for setting up pri-
vate clouds include OpenStack, Micro-
soft Azure Stack, and CloudStack. By 
necessity, cloud orchestration manages 
the various virtual network overlays, 
rather than the underlying physical net-
work.

For both enterprises and service provid-
ers, the benefits and opportunities from 
cloud automation span virtually all IT 
processes and the entire application 
delivery infrastructure. Cloud benefits 
also drive business agility, allowing 
organizations to create and deploy new 
revenue generating applications and 
services quickly, driving top line rev-
enue growth, and outpacing the compe-
tition. Companies that have navigated 
this Digital Transformation have dis-
rupted entire industries.

Automation of Cloud Services
Process Benefits of Automation
Ordering and Fulfillment 
•Self-service ordering of cloud services 
such as VPN
•Automated delivery and configuration 
of devices

Set-up and Provisioning 
•Automated resource provisioning, re-
moval of manual IT tasks, error-reduc-
tion
Security Policy Orchestration 
•Provisioning of network security 
equipment and customization for appli-
cation- or user-specific policies
•Timely roll-out of security policy up-
dates for compliance and risk reduc-
tion
•Automated detection of potential 
threats 
•Automated remediation to threats in 
real-time
Network Policy Management 
•Optimize network resources to pro-
vide differentiated services in constant-
ly changing network conditions and for 
different applications
Quality Assurance and Performance 
Monitoring 
•Error detection and fault reporting; 
re-routing network services to avoid 
disruptions, meet SLAs, potentially re-
duce costs
•Real-time picture of end-to-end ser-
vices, network topology and cloud in-
frastructure
•Continually monitor quality of service 
and capacity analysis

As we can see, a complete cloud ser-
vices platform must include automa-
tion from the provisioning, configu-
ration and setup phase, through the 
ongoing monitoring, analysis and inci-
dent remediation phases of the service 
and infrastructure lifecycle. Automa-
tion of networking tasks extends from 
network policy and assurance to now 
include security policy enforcement, 
analysis and remediation.

Virtual Networking and Software De-
fined Security

Addressing security and compliance is-
sues has long been considered the big-
gest obstacle to cloud-readiness of ap-
plications and services. As cyber threats 
have grown more sophisticated and 
prevalent, along with the complexity 

of multi-site cloud networks, security 
policy automation has lagged network 
automation until now. SDN systems can 
now help deliver fine-grained, or appli-
cation-specific, security policy enforce-
ment (“micro-segmentation”) inside the 
data center and cloud, as well as end-to-
end segmentation across the WAN from 
data center to branch.

As a result, the evolution of SDN is 
now being carried to more sophisticated 
problems in network security and the au-
tomation of threat analytics and incident 
response. As we have seen recently with 
major Denial of Service (DoS) attacks 
that affected sites across the Internet, 
security challenges will continue to be a 
threat to the evolution of cloud comput-
ing and consistent quality of service. By 
applying the benefits from SDN auto-
mation to security policies, we are much 
closer to resolving threats in a much 
more efficient and timely fashion.

Virtual Networks to the WAN edge

While virtual networking initially gained 
traction in the datacenter and cloud, ex-
tending the benefits to the enterprise 
WAN is now projected to be a much 
larger growth market through 2020 by 
most industry analysts. This is likely due 
to slower adoption of on-premises SDN 
solutions as organizations are acceler-
ating adoption of public cloud, along 
with a clear immediate ROI in reduc-
ing WAN operating costs through SD-
WAN. Enterprises increasingly have a 
choice, as well, to get SD-WAN services 
from a range of telco service providers 
globally, or roll their own SD-WAN in-
frastructure and manage policies for re-
mote sites themselves. 

The primary service offering through 
service providers today, in fact, and the 
killer use case for SD-WAN, is a next 
generation VPN service that will op-
timize WAN costs and performance, 
while reducing operational complexity. 
We are seeing service providers develop 
a self-service platform to define and or-
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order VPN services, including the abil-
ity to define forwarding policies, qual-
ity, security, traffic shaping and rate 
limiting policies. These next-genera-
tion hybrid WAN services are augment-
ing traditional MPLS VPN networks 
with greater efficiency, and providing a 
path for Network Function Virtualiza-
tion (NFV) across WAN sites.

Organizations with sites across the 
globe now have a single consistent 
platform to establish centralized poli-
cies, and are able to reduce complex 
networking and security expertise (and 
associated costs) at each remote site. 
Application services can also be deliv-
ered consistently to remote users from 
private cloud or hosted public cloud 
servers seamlessly.

European Service Providers are evolv-
ing rapidly to Software Defined Ser-
vices

With this rapid evolution to software 
defined networking and security, Eu-
ropean telco and network service pro-
viders are rushing to deploy next gen-
eration services that take advantage of 
the automation and on-demand cloud 
infrastructure. In the last six months, 
we have been involved in several high-
profile wins with large service provid-
ers, providing the requisite SDN tech-
nology for both datacenter cloud and 
WAN deployments.

BT announced a new Agile Connect 
SD-WAN service, available later this 
year, that will be part of their portfo-
lio of cloud-oriented Dynamic Net-
work Services. Agile Connect, which is 
based on Nuage Networks technology 
from Nokia, is designed to increase 
business agility for their hybrid WAN 
and MPLS VPN services by automat-
ing service ordering and delivery and 
reducing operational complexity.

Vodafone has also been previewing its 
“Ocean” framework for network virtu-
alization and cloud technology, which 
will improve operations and process 

automation for application consump-
tion and greater end user agility. Nu-
age Networks has been announced as 
a key Vodafone partner in delivering 
SDN technology for cloud applica-
tions, as well as participating in a pilot 
of next-generation VPN services they 
call VPN+.

Among other leading telco providers 
launching SD-WAN services based on 
Nuage Networks, Finland’s Sonera, 
part of the Telia Company, announced 
their SD-WAN service in March that 
it will deliver to customers in Europe. 
Exponential-e, a UK provider of high-
speed cloud connectivity and business 
Internet services, has also announced a 
next-generation WAN delivery service 
based on Nuage Networks SD-WAN 
technology after having already de-
ployed our SDN datacenter platform.

While these leading service providers 
are certainly making it easy for en-
terprise organizations to migrate and 
consume software defined cloud tech-
nology, we are still seeing large en-
terprises who are managing their own 
cloud infrastructure and running their 
own SDN and SD-WAN controllers 
in their own datacenters. We are see-
ing this primarily in financial services 
with key infrastructure deals such as at 
Santander Bank and BBVA in Spain. 
And we continue to see DevOps as a 
major driver for cloud technology in 
large enterprises, like UK and Ireland’s 
Paddy Power Betfair, the large online 
bookmaking business, and one of our 
most advanced cloud operation cus-
tomers. 

The future of Virtual Networks: Inte-
gration of SDN and SD-WAN Solu-
tions

Perhaps the most exciting future trend 
we are seeing in virtual networking and 
cloud automation is the convergence of 
once-separate SDN and SD-WAN plat-
forms. The business justification for 
this evolution stems from the reality 
that access to cloud applications has to 
be extended globally, and that the cloud 

edge doesn’t stop at the service provider 
edge or the on-premises datacenter. Appli-
cation policies, including quality of service, 
user access, traffic priority, security rules all 
have to seamlessly extend from remote and 
mobile users and devices to cloud-based 
applications at a myriad of locations. What 
were once separate infrastructure automa-
tion platforms for SDN and SD-WAN are 
now becoming single platforms for policy-
based automation end-to-end. 

Service providers are helping to drive this 
evolution now that a majority of the leading 
carriers are offering both SD-WAN services 
alongside cloud hosting services and public 
cloud offerings. A common infrastructure 
for both classes of service offerings can 
provide greater synergy across offerings, 
as well as simplifying network designs, 
customer portals and back office application 
integration.

Figure – A hypothetical service provider network integrating SDN 
and SD-WAN infrastructures and seamless virtual networks from 
branch to cloud. A single policy infrastructure (SDN controller) 
can control network equipment across the cloud and enterprise 
sites. Public cloud offerings are integrated to branches over both 
traditional MPLS VPN services and broadband Internet.

Summary

Virtual networking has evolved quickly 
from a standalone technology to address 
server virtualization to form the foundation 
for a wide range of cloud automation tools 
and platforms that now span public and pri-
vate cloud, as well as the entire enterprise 
WAN. We have seen the evolution of early 
SDN infrastructures expand to include soft-
ware-defined security, and now encompass 
SD-WAN as well. The further convergence 
of these once disparate platforms is generat-
ing even greater benefits and synergies for 
the enterprise cloud, as well as for service 
providers who are leading the way with 
next generation cloud offerings.
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by Loudon Blair, Senior Director, Corporate Strategy Office, Ciena
Prepare for the autonomous network

Before now, networks were designed by manually entering structures into a spreadsheet or 
planning tool, then factoring in extra performance capability (or optical margin) to the origi-
nal design to be prepared for any system aging or an unusual level of demand. All of this is 
changing. Moving away from this inflexible approach, future networks will be able to man-
age their own performance level and automatically self-optimise or adjust so that the needed 
capacity and load balancing can be achieved at any moment. In much the same way that 
self-driving cars offer the promise of less congestion and fewer delays, networks will become 
self-driving to ensure 24/7 uptime. In turn, self-driving, autonomous networks will be able to 
provide the robust speed and high-quality experience that customers now expect. 

Loudon Blair, D.Phil is currently Senior Technology Director, Network Architecture for Ciena Corporation. Since 
joining the Company in 1997, Dr. Blair has been technically responsible for system engineering activities and has 
performed several roles in the development of Ciena’s optical networking products.

Prior to joining Ciena, Dr. Blair worked for Gorca Systems Ltd. from 1995, where he managed a system engineering 
team within the Iridium low earth orbit satellite system at Motorola Satellite Communications.  Dr. Blair also worked 
for BT Laboratories in the UK from 1991 to 1995, where he focused on the development of novel network architec-
tures, and at Hitachi Central Research Laboratory in Japan, where he investigated the role of Erbium Doped Fiber 
Amplifiers in 10G WDM transmission systems.

Dr. Blair received a B.Sc. degree with 1st Class Honours in Electronics from the University of Dundee, Scotland in 
1986 and a D.Phil. degree from the University of Oxford, England in 1989. His D.Phil. thesis was focused on the 
recording of holographic optical elements in dichromated gelatin. Dr. Blair is a Member of the IEEE and the IET. He 
was also a member of the OFC conference Technical Program Committee from 2002 to 2004, the Technical Program 
Co-chair for OFC/NFOEC 2006 and the General Co-chair for OFC/NFOEC 2008.

With the ever-increasing demand for 
cloud computing, mobility and video 
streaming, there is a growing burden 
being placed on our global networks. 
Indeed, system overload is now an im-
minent possibility for many organisa-
tions due to the vast amount of traffic 
coming (and yet to come) from Internet 
of Things’ (IoT) devices, 4K and 8K 
video streaming and virtual reality ap-
plications. This is of course in addition 
to the substantial amount of over-the-
top (OTT) service streaming of voice 
and video already commonplace in 
daily use. Network traffic is forecast to 
grow 25 percent annually over the next 
five years, according to the Ovum Net-
work Traffic Forecast: 2015-20. Net-
work operators will have to cope with 

traffic surpassing one million petabytes 
per year by 2020. In order to keep up 
with these web-scale demands, firms 
now need to make sure network infra-
structure works smarter, not harder.

The current terms we use for optical 
transmissions rate are in tens and hun-
dreds of gigabits per second – 10G, 
100G, 400G. However, with the in-
crease in demand, terabits are about 
to start to dominate the conversation. 
Network operators are now facing 
pressure on their systems and need to 
scale their networks to respond in real-
time to unpredictable traffic demands. 
However, it isn’t realistic to simply 
add networking resources in the same 
way it has been done in the past – cost 

and capacity limitations have to factor 
into the equation too. It’s now time to 
understand how the network’s optical 
layer, powered by advanced software, 
can be used to help meet web-scale de-
mands.

Moving on from historic network de-
signs 

Before now, networks were designed 
by manually entering structures into a 
spreadsheet or planning tool, then fac-
toring in extra performance capability 
(or optical margin) to the original design 
to be prepared for any system aging or 
an unusual level of demand. All of this 
is changing. Moving away from this in-
flexible approach, future networks will 
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be able to manage their own perfor-
mance level and automatically self-
optimise or adjust so that the needed 
capacity and load balancing can be 
achieved at any moment. In much the 
same way that self-driving cars offer 
the promise of less congestion and few-
er delays, networks will become self-
driving to ensure 24/7 uptime. In turn, 
self-driving, autonomous networks will 
be able to provide the robust speed and 
high-quality experience that customers 
now expect. 

New tunable optics and advanced soft-
ware capabilities are examples of ad-
vancements in coherent optical tech-
nology which are enabling the network 
to become much more programmeable 
and agile. At the moment, operators do 
not have real-time data from the net-
work or the analytic tools needed to 
make fast and informed decisions. As a 
result, inaccurate capacity assumptions 
are being made, leading to sub-optimal 
use of network resources and reduced 
profitability. The intelligent network 
will change all of this. Through network 
monitoring and information gathering 
in real time, combined with automated, 
intelligent decision making, networks 
will know what current and likely fu-
ture demand will be, and compensate 
accordingly.

How the optical layer facilitates the 
self-driving, autonomous network

The optical layer can enable the autono-
mous network in two equally important 
ways:

•Deterministic path flows. It’s no longer 
enough to simply focus on adding ca-
pacity to a set of network links. Whilst 
having abundant levels of capacity is 
useful, without the insight into where 
it should be directed, the likelihood of 
inefficiency and waste is high. Adding 
intelligence to the optical layer makes 
it possible to know how and when to 
shift capacity around. For example, one 
route might only give an unprotected 

connection for basic services whereas 
an alternative one could support high 
availability for mission critical ser-
vices. Understanding these options is 
important. For example, when the next 
viral app phenomenon like Pokemon 
GO is introduced, the network must be 
able to change quickly so that users do 
not experience lost service or delays to 
their enjoyment. 

•Upgrade capacity availability in real-
time. The ability to move capacity au-
tomatically, without delay or manual 
inputs, is the key to constructing a truly 
self-driving and autonomous network. 
With the adoption of 5G, users will be 
able to access content whenever, wher-
ever, requiring a network that gives the 
bandwidth they need, when they need 
it. Whilst operators can plan ahead for 
large scheduled events, such as global 
sporting events, and predict capacity 
as such, it’s the more irregular news 
events or future video streaming trends 
that are harder, or even impossible, to 
forecast. 

The other result of maximising re-
sources is being able to take advantage 
of unused capacity in order to improve 
cost efficiency and service experience. 
In the past, systems were set up to oper-
ate with a certain fixed data rate over a 
maximum distance, for example, 100G, 
over 2,000km. However, in a real net-
work, links can widely vary – they can 
be 95km or 372km or 1,125km. Due 
to this, many older systems were de-
signed predominately for those links, 
wasting network resources. However, 
with the rise of autonmous networks, 
intelligent systems can adapt the data 
rate for the appropriate distance. For 
example, if data only needs to travel 
95km, the rate can be tuned to 400G, 
increasing available bandwidth with-
out changing hardware. This new net-
work takes advantage of the technical 
capacity-distance trade-off. Even in the 
case of a system breakdown, intelligent 
decision-making can adjust the data 
rate on the fly, so when the network is 

forced to reroute along a longer backup 
path, the network can still operate ser-
vices, albeit with reduced link capacity 
– only degrading the service bandwidth 
without failing completely. 

The coming year is the time that the 
foundations for self-driving, autono-
mous networks of the future must be 
laid, in order to support the arrival of 
next generation network services and 
the spiraling demand already men-
tioned. Focus is already shifting to im-
proving the performance of the network 
with software solutions on top of adding 
capacity and increasing profit margins. 
As a result, customers will be able to 
benefit from seamless connectivity via 
an automated traffic management sys-
tem. With capacity deployed where it is 
needed most, no one should miss out on 
the latest Netflix series or online game 
at peak periods. 
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The Autonomous Network 

by Rajesh Ganesan, Director of Product Management, ManageEngine

Why a monitoring solution is best for businesses 
looking at virtualisation                                                            

Automation is a vital advantage, since it allows an organisation to have a complete 
view of all its resources, and the demands placed upon them. Organisations can dis-
cover, map, and document the virtual infrastructure and monitor their entire network 
alongside the physical server environment. 

Rajesh Ganesan is the Director of Product Management at ManageEngine, a division of Zoho Corporation. Rajesh 
has been with Zoho Corp. for over 20 years developing software products in various domains including telecommu-
nications, network management and IT security. He has built many successful products at ManageEngine, currently 
focusing on delivering enterprise IT management solutions as SaaS. He can be reached on LinkedIn and Twitter.

In the space of less than a decade, virtualisa-
tion has become part of the IT mainstream. 
Virtualisation helps large organisations de-
velop remarkable agility in responding to 
rapidly-emerging business challenges while 
controlling their resources and keeping a lid 
on overhead costs.
 
The virtualisation industry reached a mile-
stone last year when Gartner, Inc. declared 
that the global server virtualisation market 
would hit US$5.6 billion in 2016, an ex-
pected growth of 5.7 percent from 2015. 
This was accompanied by much discussion 
about the maturity of the market and new 
ways of handling server workloads. Fur-
ther, the Network Functions Virtualization 
Market in Europe is set to grow at 52.38% 
CAGR by 2019 (Source: PR Buzz).
 
It’s certainly true that businesses of all sizes 
can now see the major advantages of virtu-
alisation in terms of operational agility, re-
duced data centre power consumption, and 
more efficient use of storage space for data 
and applications.
 
The advantages of virtualisation, if properly 
managed, are bountiful. However, there are 

still plenty of businesses where a combina-
tion of cautiousness and conservatism makes 
virtualisation seem too risky. It is also true 
that some organisations that pitched head-
long into virtualisation now find that they 
are struggling to manage it. Despite these 
hurdles, virtualisation is marching forward 
largely because businesses have discovered 
the third-party solutions that make monitor-
ing and managing virtualisation so much 
easier and cost-effective. 
 
What virtualisation can do for you
 
Before considering how to maximise the 
benefits of virtualisation or avoid the pit-
falls, it is worth examining just what the 
technology can do for a business. For ex-
ample, companies with multiple web appli-
cations and database servers can use virtu-
alisation to put all this infrastructure on a 
single rack, instead of having to install and 
pay for hundreds of machines. Businesses 
can respond to increased server demands 
without expanding their server’s capacity, 
all while saving money on electricity, stor-
age, and computing.
 
Instead of slowly provisioning new servers 

for what is likely to be a temporary surge, 
organisations can use virtualisation to create 
virtual machines (VMs) to share the server 
workload and utilise company resources 
more efficiently and cost-effectively.  
 
Virtualisation is a powerful competitive ad-
vantage for businesses, such as web-based 
travel operators, that need to be able to re-
spond quickly and reliably to surges in de-
mand caused by promotions or a sudden 
change in the weather. Virtualisation is high-
ly agile and cost-effective. After demand has 
subsided, organisations can avoid unneces-
sary storage costs by quickly disabling VMs 
that are no longer useful. 
 
Avoiding VM sprawl; maintaining perfro-
mance
 
Yet therein lies one of the pitfalls of virtu-
alisation. VMs can be created very easily 
whenever an organisation’s development or 
testing team needs them. So easily in fact, 
that it can reach the point where full storage 
capacity is reached and the IT team can no 
longer create new VMs. This makes efficient 
capacity planning and effective management 
all the more vital; otherwise, resources will 
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be eaten up as more virtual machines are 
created.

IT departments can tackle “VM sprawl” 
by maintaining detailed information about 
their VMs and optimising server space us-
age. For instance, if a VM is only utilising 
a quarter of its allocated space, it should 
be condensed to allocate resources to other 
VMs. 
 
Without control, thousands of unmanaged 
VMs can have a seriously deleterious ef-
fect on performance. They consume CPU 
capacity and memory, and take up unneces-
sary space when they are no longer in use. 
Organisations lacking the tools to monitor 
their virtualised environment may fall into 
the trap of spending more money on extra 
space, since it appears that they are at ca-
pacity.
 
Managing a virtualised environment with-
out detailed insight is also a big, time-con-
suming headache for administrators. It can 
remain unclear which VMs are actually 
operational and required, which are criti-
cal, and which are simply redundant. Dis-
covering and deciding which VMs to keep 
becomes problematic and may involve un-
necessary backups and lengthy clean-ups to 
retrieve disk space.
 
As workloads in virtualised environments 
increase, performance can easily suffer with 
so many VMs on a single host. It is vital 
that admins know as soon as memory fail-
ures happen to prevent other VMs and hosts 
from suffering knock-on effects. The essen-
tial strategy is to have a detailed picture of 
where workloads are and to monitor perfor-
mance for effective resource optimisation. 
Expansion of VMs is difficult without accu-
rate, near real-time knowledge of the virtual 
environment and how it is structured.
 
How to keep it simple
 
Virtualisation vendors, of course, provide 
consoles and interfaces. However, in prac-
tice they tend to be difficult to manage, high-
ly complex, and related just to the vendor’s 
own technology. Advanced, user-friendly 
management tools can help overcome this 
complexity. These tools provide an effec-
tive and detailed picture of the state of an 
organisation’s whole virtualisation environ-
ment and network at any time (including 
all physical servers). Single solutions are 
now able to achieve this detailed overview, 
which saves time and the costsof day-to-day 
upkeep. Crucially, monitoring solutions are 
also far more effective in flagging problems 

for admins before real damage is inflicted 
across the virtualisation environment.
 
Dedicated monitoring software covers un-
limited VMs, hosts, and data stores across 
the three most common virtualisation plat-
forms: VMware, Hyper-V, and XenServer. 
Using such a tool, it is possible to maintain 
critical performance metrics such as CPU, 
memory, and disk-utilisation, along with 
network-usage, memory swap, and datas-
tore latency. The user-friendly design be-
hind these solutions also makes monitoring 
the live migration of VMs straightforward, 
while updating the VM-host relationship 
map automatically.
 
The power of automation
 
Automation within such a solution is a vital 
advantage, since it allows an organisation 
to have a complete view of all its resources, 
and the demands placed upon them. Or-
ganisations can discover, map, and docu-
ment the virtual infrastructure and monitor 
their entire network alongside the physical 
server environment. 
 
Effective monitoring requires a solution that 
can discover all network devices and classi-
fy them under the appropriate virtualisation 
categories. This level of insight addresses 
common problems such as miscataloging, 
which occurs in environments where there 
are thousands of VMs and some have been 
moved to a different host-cluster. An effec-
tive monitoring solution frees up valuable 
IT management time by providing detailed, 
accurate visibility. 
 
Real-time responsiveness is important in 
any IT context. Monitoring software must 
be capable of delivering accurate alerts 
about performance glitches and downtime, 
while also activating damage-mitigation 
procedures when thresholds (pre-deter-
mined by the IT team) are breached.
 
To limit VM sprawl before it begins, or-
ganisations can also implement non-tech-
nological methods, like VM creation pro-
tocols. This can include limiting who can 
spin up VMs or requiring full justification 
for creating a VM.

How much space do we have?
 
Capacity planning is also vital. If an organi-
sation faces increases in demand but cannot 
respond because it lacks server capacity, 
then it stands little chance of developing 
its business. This is where monitoring so-
lutions can establish trends, so that the or-

organisation has the hardware resources to 
meet these challenges with new VMs. Any 
business involved in ecommerce is inevita-
bly subject to fluctuations in demand on its 
website and applications; they must be ca-
pable of establishing the patterns and trends 
that dictate demand.
 
It is essential for IT managers to know how 
many VMs they can add on the current ca-
pacity and how much lead-time they will 
require at any time. It does not help the busi-
ness if 20 VMs are required every month but 
their virtual environments do not have the 
capacity for such expansion. 

Overcoming reluctance
 
In fact, this is just the kind of scenario that 
unjustifiably discourages businesses from 
embracing virtualisation. For some organi-
sations with legacy applications created 
perhaps two decades ago in a Linux envi-
ronment, leaving things just as they are is a 
more attractive option when they consider 
the supposed risks of migration and all the 
potential problems with virtualisation. If 
everything is functioning pretty much as it 
should, with apps running on the same old 
server, why pitch the entire operation into 
uncertainty?
 
Facing these concerns, some organisations 
will opt for partial adoption. They will use 
virtualisation as a new test environment or 
for research and development, while leaving 
their main applications running on physical 
servers.
 
As effective as partial adoption may be, it 
nonetheless entails missing out on all the 
benefits of virtualisation in terms of business 
agility, cost-reduction, and protection against 
downtime. The one way organisations can 
ensure they gain the full set of benefits from 
virtualisation is to implement it in conjunc-
tion with an advanced monitoring solution.
 
The single solution for simplification
 
With clear visibility of their entire network, 
including VMs and the physical servers sup-
porting them, businesses are no longer trou-
bled by concerns about complexity that may 
have prevented them from adopting virtuali-
sation in the first place. Monitoring software 
is one of the reasons virtualisation is popular 
in so many business sectors today.
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Virtualising Network Infrastructure through the Cloud

by Nicolas Lemieux, Director, Information & Communications Technology, Canonical

How Communication Service Providers can ef-
fectively virtualise their network infrastructure 
through the cloud

The premise of SDN and NFV technologies is not new, but within telco organisations 
in particular, rapidly expanding use cases are helping to bring efficiency and value to 
communications service provider market. Because CSPs deliver critical services, and 
cannot compromise quality standard or service level agreement (SLA) commitments, 
the technologies and design principles that work for typical IT cloud applications can-
not be applied to network services without accounting for carrier-grade requirements 
such as real-time, predictable performance resilience.

Nic Lemieux has more than 15 years of experience in the telecommunication industry, currently leading the ICT of-
fering with Canonical the company behind the widely successful Ubuntu open source linux distribution, with diverse 
experience in product development, engineering, technology planning and business development.

With previous experience working with Nortel Networks, Ericsson and Nokia defining Service Delivery Platform 
alongside IP Multimedia Sub-systems and IPTV middleware, Nic has been evangelizing open source software with 
various SDNFV initiatives since 2012, defining architectural solutions with key open source projects such as Open-
Stack, KVM, LXC and DPDK. Currently focused on promoting a model-driven approach to NFV deployment with 
automation tools based on universal service modelling and common data models.

As the industry moves towards the next 
generation of telecommunication with 
5G technology, cutting-edge Commu-
nication Service Providers (CSPs) are 
turning to the cloud to virtualise their 
network infrastructure. To be effective, 
they require technologies that automate 
and scale on a level not seen before 
in cloud deployments.  Nic Lemieux, 
Director, Information and Communi-
cations Technologies at Canonical, ex-
plains.

Before server virtualisation became 
commonplace, every server had a sin-
gle operating system, typically a single 
application, and connected to one or 
many legacy switch ports.  Network 
control and data flow were all man-

aged at an individual switch level, and 
every network component throughout 
the network infrastructure, from rout-
ers to advanced network services like 
load balancers, was locally and indi-
vidually managed. This caused two 
major issues, firstly that the control 
of the network equipment was tied to 
each device and secondly that the net-
work equipment capability was fairly 
inflexible.

While network infrastructure is fol-
lowing the path of server hardware, 
which migrated from application spe-
cific servers to virtual machines, it is 
by no means a complete journey. The 
industry is migrating from function-
specific network hardware appliances 

to software-based virtual functions. In 
this document we will be discussing 
the use of software defined networking 
(SDN), network functions virtualisa-
tion (NFV), and the applications used 
in NFV - virtualised network functions 
(VNF). 

Unique requirements of Network Ser-
vice Providers

The premise of SDN and NFV technolo-
gies is not new, but within telco organi-
sations in particular, rapidly expanding 
use cases are helping to bring efficiency 
and value to communications service 
provider market. Because CSPs deliver 
critical services, and cannot compro-
mise quality standard or service level 
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agreement (SLA) commitments, the 
technologies and design principles that 
work for typical IT cloud applications 
cannot be applied to network services 
without accounting for carrier-grade 
requirements such as real-time, predict-
able performance resilience.

CSPs require a both a broad ecosys-
tem and a wide choice of solutions 
when embracing these new technolo-
gies and the benefits they provide. As 
clouds and modern IT infrastructure 
continue their explosion of growth, the 
economics of traditional data centre 
networking become less desirable and 
completely unaffordable for these types 
of organisations. SDN and NFV based 
infrastructure solutions offer both op-
erational expenses (OPEX) and capital 
expenses (CAPEX) relief which has be-
come critical in this industry.

An overlay of SDN overlay allows IT 
teams to create their own entire data 
centre network on top of the existing 
infrastructure without modifying any 
underlying hardware. This is especially 
valuable in telecom clouds where mul-
tiple tenants, be they individuals or 
business units, need network indepen-
dence, isolation, and autonomy.  For 
communications service providers, a 
software defined approach bridges the 
gap between existing infrastructure and 
cloud services. Without the flexibility 
of a software defined approach, these 
organizations will not be able to match 
the provisioning speeds and innovation 
seen by public cloud providers.

For example, with a software defined 
approach data centre resources and ap-
plications can be accessed and deployed 
quickly and efficiently. This in turn ac-
celerates provisioning and deployment 
speeds for services and resources there-
by reducing time to market and overall 
operational costs.  Further, a software 
defined approach allows organiza-
tions to take advantage of commodity 
hardware to deploy services thereby 
eliminating the need for expensive ap-
pliances.

In most cases, SDN and NFV require 
Linux, which is an open, general pur-
pose operating system, running on the 
commodity hardware that supports 
them. CSPs need a platform that pro-
vides the reliability and scalability, 
both from a technical and a financial 
perspective, which enables SDN and 
NFV infrastructure today. 

Cloud Virtualisation beyond telco
Many networking standards are de-
rived from the telecoms industry, so we 
do expect that the adoption of NFV and 
VNF will herald a certain amount of 
disruption in the market. The next in-
dustries to benefit from cloud virtuali-
sation are likely financial services and 
media, industries which are growing 
fast, require interoperability, and oper-
ate at hyperscale. 

A well-designed cloud gives you 
rapid scaling, dynamic deployment, 
and workload bursting beyond your 
premises. It can also allow departmen-
tal, development and operational self 
service. All of these capabilities can 
be employed by SDN and NFV infra-
structure solutions, but realising the 
economic and technical benefits of a 
cloud requires standardisation and re-
peatability.

A modern SDN or VNF deployment 
seldom remains static. CSPs want a so-
lution that makes it easy to interchange, 
integrate or update specific services 
and components. Modifications and 
updates should be accomplished with-
out the need for expensive consultants, 
complex static scripts, or total rede-
ployment of the solution.

Overall, SDN offers tremendous ben-
efits in flexible configuration options 
and improved methods of data rout-
ing, but it’s important that applications 
work well in various SDN environ-
ments. Modern big data, analytics, and 
other cloud-based solutions must be 
compatible with modern network infra-
structure. When creating these environ-
ments, running continuous integration 
testing against multiple different SDN 

solutions with various different work-
loads is very useful.

The precipice of cloud deployment 
The industry transition from single 
function, proprietary devices, to com-
modity, software defined infrastructure 
is a natural one. Economics are driving 
it, technological advancements have 
enable it and soon it will become im-
possible to remain competitive without 
SDN and NFV infrastructure. 

Forward thinking CSPs are demanding 
a new generation of software that oper-
ates at greater scale, with a higher level 
of dependency on software integration 
and automation, while having the abil-
ity to deploy new services anywhere in 
an instant.

Their customers are also looking to 
the cloud as a way to quickly deliver 
on these demands, but integrating 
applications and services can create a 
complex web of code and dependencies 
that limit the speed of service design, 
deployment and operation at scale.

Every organisation is transitioning, 
and as large telcos, network veterans 
and startups all choose open systems, 
standards, and interoperability as a fun-
damental. As an industry, we are poised 
on a precipice of a new generation of 
open source cloud based deployments. 
What was once considered a com-
petitive advantage is now competitive 
parity. The cost reductions, efficiencies, 
and velocity of open source cloud de-
ployments are too compelling to ignore. 

It’s an exciting time of transformation 
for the telco industry as it undergoes 
radical, disruptive change.
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Virtualising Network Infrastructure through the Cloud

by Patrick Lopez, VP, Networks Innovation, Telefonica
The road to networks virtualization

SDN is an architectural framework aiming to simplify network provisioning and traffic rout-
ing in data centers. It is effectively a blueprint and a set of protocols used to build cloud-ca-
pable data centers. It is a reliable, mature technology for IT cloud management and traffic 
switching but requires important efforts to adapt to telecommunication networks and regula-
tory frameworks.

Lopez is VP Networks Innovation at Telefonica group in Madrid. He has close to 20 years of international experience 
in launching and managing innovative mobile, cloud and video products. 

At Telefonica, Patrick runs a team of innovators who are focusing on improving user experience for wireless, fixed 
and TV networks. 5G, mobile advertisement, consumer privacy, connecting the unconnected, SDN, NFV, open source 
and Edge Computing are some of the technologies and subjects his teams are involved in.

Prior to Telefonica, Patrick was founder and CEO of {Core Analysis}, the leading analyst practice at the intersection 
of mobile networks, video and cloud. 
He was exclusive advisor to Opera software in its acquisition of Skyfire for $155 million and he was part of the teams 
that sent the world’s first mobile picture message (MMS) and deployed the first streaming video optimization engine 
for mobile networks.

Patrick has collaborated to various industry and financial reports including Deutsche Bank, JP Morgan, Morgan 
Stanley, Credit Suisse First Boston, Frost & Sullivan, Yankee group, Ovum, ...  and has written several articles in col-
laboration with The Wall Street Journal, Wireless Week, Fierce wireless, RCR Wireless News, CNN and CNBC.

Patrick currently resides in Madrid, Spain and has worked in the United States, Canada, Switzerland, Ireland and 
France. He holds a MBA in Corporate Management.

Telco networks virtualization has been 
an industry target for the last five years. 
Fueled by OTT services explosion, the 
progressive traffic opacity due to en-
cryption conspires to make network 
planning extremely difficult. Peaks of 
traffic are less predictable and increas-
ing in frequency and magnitude, which 
makes the rationale for peak network 
capacity purchase based on dedicated 
appliances untenable from an economic 
standpoint. In addition, many fear that 
revenue stagnation is a given, with little 
in the way of supplementary streams 
from new services such as VoLTE or 
M2M in the short term.

Cloud technology in general, and vir-
tualization in particular seem to be the 

key to OTT’s agility, but their imple-
mentation supposes a complete organi-
zation, structure and process upheaval 
that network operators are hesitating 
to implement without a firm business 
case.

Software Defined Networks (SDN) 
and Networks Functions Virtualiza-
tion (NFV) are key elements of telco 
networks virtualization. DN is an ar-
chitectural framework aiming to sim-
plify network provisioning and traffic 
routing in data centers. It is effectively 
a blueprint and a set of protocols used 
to build cloud-capable data centers. It 
is a reliable, mature technology for IT 
cloud management and traffic switch-
ing but requires important efforts to 

adapt to telecommunication networks 
and regulatory frameworks.

Nearly five years ago, seven pioneer 
operators published their seminal white 
paper and call to action on Network 
Functions Virtualization. Since then, 
the industry has tried to deliver low-cost 
programmable networks through soft-
ware-based, automated, and virtualized 
networks functions. The first two years 
saw enthusiastic announcements and a 
flurry of participation in standards, open 
source and proof of concept projects. 
The first issue that the group set out to 
solve was the preponderance of propri-
etary hardware and appliances in their 
networks. Telcos wanted to profit from 
the latest progress in enterprise and IT 
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allowing networks scaling in an elastic 
fashion on inexpensive commodity hard-
ware. The group was successful in pushing 
the industry vendors to transition to soft-
ware solutions deployed on commercial off 
the shelf hardware (COTS), enabling more 
flexibility in deployment and less cost in 
operation and maintenance.

The transition to software was not suffi-
cient to achieve the flexibility and elastic-
ity targets, so the group pushed for software 
virtualization. This path allows software 
vendors to deploy their products in virtual-
ized environments, enabling instantiation 
and management of the virtual machines 
in a programmatic manner. The first results 
of these efforts were disappointing from a 
performance and scalability standpoint, but 
the gap between virtualized and appliance 
deployments is shrinking with increasing 
progress from cloud-native vendors.

CHALLENGES

One of the main problems with a revolu-
tionary approach such as SDN / NFV is that 
it suggests a complete network overhaul 
to deliver its full benefits. In all likeliness, 
no network operator is able to operate ful-
ly these kind of changes in less than a 10 
years’ timescale, so what to do first? 

The choice is difficult, since there are a few 
use cases that have seemed easy enough to 
roll out but deliver limited short term ben-
efits (vCPE, some routing and switching 
functions...); while the projects that should 
deliver the highest savings, the most service 
agility, seem quite far from maturity in a 
multi-vendor, automated environment.
 
The problem is particularly difficult to solve 
because most of the value associated with 
virtualization of telco networks in the short 
term is supposedly tied to capex and opex 
savings. The business case for saving based 
on new infrastructure introduction is diffi-
cult to make without compelling new rev-
enues streams financing the architectural 
upgrade. 

Islands of SDN / NFV implementations in a 
sea of legacy network elements are not go-
ing to generate much savings. They could 
arguably generate new revenue streams if 
these were used to launch new services, but 
today’s focus has been so far to emulate and 
translate physical function and networks 
into virtualized ones, with little effort in 
term of new service creation. 

NFV is emerging as a key potential 
effect-multiplier but, without a viable 
service orchestration framework, it 
risks becoming a collection of large 
proprietary frameworks from legacy 
telecom equipment manufacturers 
or an endless suite of isolated virtual 
network functions with little coherent 
cohabitation model for a harmonious 
service delivery.

Additionally, the industry displays 
sharp variations in term of cost ex-
pectations between its actors. Many 
traditional vendors of telecom equip-
ment are trying to protect their legacy 
investments, by essentially balancing 
the costs savings from transitioning 
to COTS hardware with an increase in 
professional services, integration and 
license to protect their margins.

As a result, the business case to deploy 
SDN / NFV in a commercial network 
today is challenging and likely to stay 
so for the next few years unless innova-
tive services are launched. 

OPPORTUNITIES

The other side of this coin is the service 
offering. While flexibility, time to mar-
ket and capacity to launch new services 
are always quoted as some of the ben-
efits of network virtualization, it seems 
that many operators have done little on 
innovation and service creation. 
All is not lost though, with an ecosys-
tem that is moving faster than any ini-
tiative in the telecom standards world, 
it feels that the vendors and operators 
can find the right recipe within a few 
iterations, unleashing a flexible, scal-
able elastic environment for the cost-
effective creation and management of 
tomorrow’s services.

2017 is the year that SDN and NFV 
efforts seem to bear fruits in telco net-

works.
 
Wireless network operators have been used 
to collaborating in fairly rigid and orthodox 
standardization bodies. These are some-
times portrayed as slow and ineffective but 
they have been responsible for the roll out 
of 4 generations of wireless networks and 
the interoperability of billions of devices, 
in hundreds of networks with thousands of 
vendors.

Open source is seen by many as a means to 
accelerate technology invention with its rapid 
iteration process and its low documentation 
footprint. Additionally, it produces actual 
code, that is pre tested and integrated, leav-
ing little space for ambiguity as to its intent 
or performance. It creates a very handy level 
playing field to start building new products 
and services.

The problem though, is that many operators 
and vendors still treat open source as they 
do the standards, expecting a handful of con-
tributing companies to do the heavy lifting of 
the strategy, design and coding and placing 
change requests and reviews after the fact. 
This strategy is unlikely to succeed, though. 
The companies and developers involved in 
open source coding are in for their benefit. 
Of course, they are glad to contribute to a 
greater ecosystem by creating a common 
denominator layer of functional capabilities, 
but they are busy in parallel augmenting the 
mainline code with their customization and 
enhancements to market their products and 
services.

The point here is that being only a customer 
of open source code is not going to result in 
the creation of much benefit without actual 
development. Mobile network operators and 
vendors that are on the fence regarding open 
source need to understand that this is not a 
spectator sport and active involvement is 
necessary if they want to derive differentia-
tion over time. 

Virtualizing telco networks necessitates 
more than standards and technology. SDN 
and NFV are great enablers, but operators 
must accept that some degree of in-house 
development, customization, and integration 
is necessary to extract the most value.
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Virtualising Network Infrastructure through the Cloud

by Sean O’Donnell, EMEA MD, Virtual Instruments

Take the leap: how to virtualise without the head-
aches

A few days or weeks of IPM data will highlight the ‘normal’ performance of applications 
within the data centre. For example, one application may run at three milliseconds response 
time - from entering the data centre, accessing the data and exiting again - while another 
may be ten milliseconds. Knowing this makes establishing a benchmark straightforward. 
Benchmarking is vital before undertaking any form of migration: without it, it’s impossible 
to know if the new virtualised system is performing within permitted tolerance or even better 
than before.

Sean O’Donnell, EMEA MD, Virtual Instruments

Brought in to ensure new business acquisition in the EMEA region, Sean O’Donnell brings a wealth of IT industry 
knowledge and experience in growing disruptive technology companies. Prior to Virtual Instruments Sean was VP 
Sales IPsoft UK where he built up the sales and presales teams to deliver multi-million dollar growth in both new and 
existing accounts. Sean was Managing Director EMEA at SevOne where he grew the business from zero to nineteen 
point six million dollars in five years.  

Previously Sean held senior EMEA sales roles at EMC, Dimension Data, SMARTS, Nortel Networks, HP and Sie-
mens.

Virtualisation is not a new phenomenon, 
in the mainframe world it has existed 
for 25 years or more, but its acceptance 
in business critical open systems had a 
much slower adoption. The hypervisor, 
or virtualisation engine, is standard on 
most servers: now instead of discuss-
ing whether to virtualise, we talk about 
the degree of virtualisation (2:1, 10:1, 
100:1, etc.) which depends on the ap-
plication and the risks associated with 
its slow-down or failure. 

360-degree view into the infrastructure

Why has the conversation moved on? 
For starters virtualisation, as part of 
an optimisation strategy, improves the 
deployment of IT investments. A virtu-

alised system will take utilisation levels 
from around 20 per cent up to 60 per 
cent and beyond, which has huge cost 
saving potential. If using technology in 
a better, more effective way means that 
an upgrade can be delayed by months 
or even years, the associated cost can 
be saved or reallocated. 

So how do you know what your utili-
sation levels are? Back in the main-
frame world, application performance 
is monitored at line speed to ensure 
everything is working as it should. The 
same needs to happen before migrat-
ing to a virtualisation strategy. Without 
that insight, organisations risk at best 
a slow-running infrastructure, and at 
worst outages, which can have serious 

implications. 

Enter the application-centric infrastruc-
ture performance management (IPM) 
platform. This technology helps users to 
get a 360-degree view of how the entire 
infrastructure is working: from how the 
applications are performing within it 
and how they impact on each other to 
whether every component is working to 
its optimum level. Vendor-neutral IPMs 
mean that every element of the infra-
structure is monitored in the same way, 
there’s no danger one application will be 
favoured over another. 

A few days or weeks of IPM data will 
highlight the ‘normal’ performance of 
applications within the data centre. For 
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example, one application may run at 
three milliseconds response time - from 
entering the data centre, accessing the 
data and exiting again - while another 
may be ten milliseconds. Knowing 
this makes establishing a benchmark 
straightforward. Benchmarking is vital 
before undertaking any form of migra-
tion: without it, it’s impossible to know 
if the new virtualised system is per-
forming within permitted tolerance or 
even better than before.

Making the right decision

A more accurate insight means that 
users not only have a better handle on 
their current infrastructure. It also arms 
them with a higher level of understand-
ing for their virtualisation purchasing 
decisions. 

New virtualised systems promise high 
speed and efficiency but when they’re 
put to work with old school IT their per-
formance is often impacted. A new hy-
per-converged solution, for example, is 
technically capable of very high speeds, 
but will be interacting with legacy tech-
nology that could slow it down. 

Think about it: if you upgraded your 
car’s engine, but kept the old clutch, 
gearbox or brakes, the new engine’s 
performance would not fill its potential. 
It’s the same with virtualisation work-
ing alongside existing technology.

By looking at the infrastructure as a 
whole and locating the pinch points 
and bottlenecks, it’s much easier to see 
how virtualisation could make things 
run more smoothly, and where it could 
cause an issue. 

Usually suppliers will guarantee high 
availability from their system but that is 
not the same as guaranteeing its perfor-
mance. Understanding how the current 
infrastructure performs, and how virtu-
alisation could affect that performance, 
puts customers in the driving seat. They 
no longer have to rely on guesswork 

and the promises of the vendor when 
they’re selecting new solutions. This 
means much more ambitious perfor-
mance-based service level agreements 
can be negotiated.  

Choosing the right level of virtualisa-
tion

Understanding how the infrastructure 
works, identifying which elements are 
critical and recognising when the sys-
tem is under most pressure can also 
help when deciding the degree of vir-
tualisation needed.  Until now, the only 
way to be sure of the right capacity was 
to overprovision or to outsource to a 
cloud service provider who guarantees 
capacity for a fee. Both approaches 
are more costly than they need to be. 
Instead, constantly monitoring the in-
frastructure highlights the peaks and 
troughs of daily and weekly activity, 
and offers a truer picture of where vir-
tualisation would be the best solution. 

Storage matters

Another issue to consider is how the ap-
plication workload will perform along-
side new storage. Vendors will give all 
kinds of test statistics but these don’t 
necessarily reflect how an individual, 
real-life application will perform on 
the new array. Let’s go back to the car 
analogy– the vendor promised so many 
miles to the gallon but the reality is 
very different. The same is often true 
of virtualised storage systems – vendor 
figures come from lab tests and not the 
real world. Testing real workloads with 
a few different vendor systems will 
show what works and what doesn’t.

Test, test and test again

The important thing is to be disciplined 
and methodical in migration. The old 
carpentry mantra ‘measure twice, cut 
once’ is also true when implementing 
virtualisation: it’s crucial to understand 
how the infrastructure works before 
implementing new technology: without 

without that insight it’s impossible to 
make sure the transition runs smoothly.

Testing is the best way to establish 
which vendor and hypervisor to work 
with. Evaluating which applications will 
benefit from a virtualised environment 
and the associated risk puts custom-
ers on the front foot when it comes to 
choosing what level of virtualisation is 
needed. Benchmarking the current sys-
tem performance using an application-
centric IPM platform gives an indepen-
dent view of performance, utilisation 
and growth. Armed with this informa-
tion, it’s easier to plan the timescale for 
migrating and then optimising the new 
system. For example, it’s safer to move 
applications individually and test the 
whole infrastructure for impact, than to 
move everything at once.

Virtualisation is a great cost reducing 
technology. Planning and testing be-
fore making the move will ensure a bet-
ter, faster and more efficient IT system 
without the risk of slowdown or failure. 

Europe II |  2017  .  21

Connect-World is a major sponsor 
of leading trade shows globally and 
regionally such as Mobile World 
Congress, IBC, CommunicAsia, 
CEBIT, GITEX, NAB and Futu-
recom. Where the magazine is not 
a sponsor, a representative from 
the magazine is still normally in 
attendance. 

www.connect-world.com



Virtualising Network Infrastructure through the Cloud

by Sandra Rivera, VP and General Manager, Network Platforms Group, Intel Corporation

Virtualized CPE: A pathway to new services

Virtualized CPE is simply the application of network functions virtualization (NFV) to 
functions at the edge of the network: routing, WAN acceleration, firewall protection, 
network intrusion prevention and virtual private networking (VPN) to name a few. 
Today, these are commonly provided by separate, specialized devices, often from dif-
ferent vendors, and deployed by the customer or by a service provider. Implementation 
and operation—especially for smaller enterprises and branch locations—is plagued 
with inefficiency and costs for supplying, installing and maintaining the equipment 
and for dedicated network connections.

Sandra L. Rivera is Vice President and General Manager of the Network Platforms Group at Intel Corporation. She 
is responsible for the business group charged with providing innovative technology and solutions to the networking 
industry. During her Intel career, she has held various marketing, business development and general management 
roles focused on network infrastructure.  

Before joining Intel, Rivera co-founded and served as president of The CTI Authority, served as president of the 
computer telephony division at Catalyst Telecom and held sales leadership roles at Dialogic. She started her career as 
an engineer at Westinghouse Electric Corporation.

Rivera holds a bachelor’s degree in electrical engineering from Pennsylvania State University. She sits on the boards 
of OPNFV, TIA, and ATIS. Rivera is also a member of the Intel Hispanic Leadership Council.

For communications service providers, 
transformation is overdue. Average revenue 
per user is declining, and the explosion of 
devices and data is driving up deployment 
and operations costs—especially at the edge 
of the network. With the advent of 5G, so-
ciety is entering a new era in which data 
computing will be distributed across the en-
tire network from client to cloud, delivering 
more personalized and immersive experi-
ences. But to prepare for this fundamental 
shift, it’s critical that communications ser-
vice providers transform their networks to 
meet the diverse speed, latency, energy and 
scale requirements in order to connect bil-
lions of smart devices in everything from 
autonomous cars to wearables to cities. And 
the key step in this transformation is imple-
menting the right infrastructure.

Two years ago, I asked my team where we 
could focus our investment and effort to 
help service providers transform their net-

their networks with advanced infrastruc-
ture, accelerate 5G deployment, create new 
revenue opportunities and reduce costs. The 
answer, for us and for the industry at large, 
is a virtualized customer premises equip-
ment (vCPE) platform. I’ll share some of 
the data we developed to reach this conclu-
sion, and I’ll describe the systems we be-
lieve will enable these opportunities.

Virtualized CPE—Network Functions Vir-
tualization at the edge

Virtualized CPE is simply the application of 
network functions virtualization (NFV) to 
functions at the edge of the network: rout-
ing, WAN acceleration, firewall protection, 
network intrusion prevention and virtual 
private networking (VPN) to name a few. 
Today, these are commonly provided by 
separate, specialized devices, often from 
different vendors, and deployed by the 
customer or by a service provider. Imple-

Implementation and operation—especially 
for smaller enterprises and branch loca-
tions—is plagued with inefficiency and costs 
for supplying, installing and maintaining the 
equipment and for dedicated network con-
nections.

The vCPE platform will enable multiple 
network functions to share a single industry-
standard server. It may still be located on a 
customer’s network, but we believe the most 
common model will be for service providers 
to put them at the edge of their own networks 
to offer new cloud communications services 
delivered to customers on a bridged network 
connection. Let’s look at the value this offers 
enterprises and the financial opportunities it 
brings service providers.

Value for enterprises—and service provid-
ers

For enterprises large and small, the attrac-
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attraction of vCPE is the appeal of cloud 
computing. It lets them bypass the lead time, 
capital investment and expertise required to 
acquire, implement, maintain and, ultimate-
ly, retire their own infrastructure. It brings 
businesses two powerful advantages: 1) the 
ability to act quickly on new ideas, market 
changes and competitive pressure, and 2) 
the freedom to shift away from recurring 
annual capital funding to a pay-as-you-go 
cost model. Like cloud computing, vCPE 
will offer businesses robust new services, 
while letting them focus their financial and 
people resources where they can have the 
greatest impact on financial goals.

Demand for vCPE services means opportu-
nity to deliver them. But for service provid-
ers, the opportunity goes beyond just servic-
ing market demand. vCPE will let service 
providers develop and offer new services 
faster, bypassing the lengthy hardware de-
velopment, integration and deployment 
cycles imposed by conventional proprietary 
network devices. Plus, they can offer a per-
sonalized and managed services platform 
for independent software vendors and sys-
tem integrators to create new, and yet-to-
be-invented experiences for consumers and 
businesses, creating even more business op-
portunity.

Real data for real decisions

It’s a grand vision – but one with signifi-
cant financial benefit. Let me provide some 
examples.

In collaboration with British Telecom—and 
based on their experience—we engaged PA 
Consulting Group1 to study the impact on 
total cost of ownership (TCO) to service 
providers of deploying vCPE services to 
small, medium and large enterprises. They 
examined the difference between vCPE be-
ing hosted in the network cloud and on the 
customer site. The study included deploy-
ments in Europe, U.S., Latin America and 
Asia Pacific, and the results were consistent 
across each market. The results for small and 
large enterprises were slightly different, yet 
both scenarios experienced significant TCO 
improvements over a five year period:
•For small enterprises, the savings to ser-
vice providers deploying vCPE in the cloud 
are about 48 percent compared to a conven-
tional CPE deployment. If the vCPE is de-
ployed on the customer premise, the savings 
are reduced to only 14 percent. Therefore, 
for small enterprises with a single network 
connection, deploying vCPE is most cost 

effective if done in the cloud.
•For large enterprises, the TCO improve-
ments are dramatically better. Deploying 
vCPE in the cloud for service delivery to 
large enterprise and their branch offices, 
the savings are 60 percent compared to con-
ventional CPE. If service providers deploy 
vCPE at the customer premises, the sav-
ings are reduced to 43 percent. Therefore, 
for large enterprises with their associated 
branch offices, the savings are significant 
in either virtualized deployment model.

To put that in perspective, a tier-one service 
provider with ten percent market share of 
large enterprises in Europe could save USD 
7.4 billion over five years. The savings 
come from a variety of areas:
•Resource sharing and economies of scale 
are expected to reduce hardware costs. 
•Service providers can build out networks 
to drive down the cost of service rollout and 
better match the timing of infrastructure 
availability to new revenue opportunity.  
•Operational costs are significantly re-
duced—especially when delivering cloud-
based services to smaller enterprises where 
dispatching service personnel to install or 
service equipment is a significant cost fac-
tor. In this case, staff costs are reduced by 
almost half. 

So while the benefits are greater for large 
enterprises, the business opportunity for 
services targeting smaller enterprises and 
branch operations is also an appealing value 
proposition for many service providers.

Toward a more rational network

There’s another opportunity. Today’s net-
works are a collection of diverse devices 
and lifecycles, management interfaces and 
other characteristics that increase complex-
ity and cost. vCPE offers an opportunity to 
achieve a new level of architectural unifor-
mity across the network.

It’s what allows the largest cloud service 
providers to efficiently deploy, manage 
and scale hundreds of thousands of servers. 
NFV and vCPE create a network environ-
ment for communications service provid-
ers to use software-defined networking to 
deploy and manage servers and virtual net-
work functions at scale. Service providers 
can reduce overprovisioning and build out 
new services on existing software-defined 
infrastructure as new customers are added, 
improving overall return on invested capi-
tal.

What it will take

Virtualized CPE promises to open up new 
sources of revenue, increase competitive-
ness, reduce complexity and drive down 
costs. Achieving these benefits requires 
moving more intelligence to the network 
edge—along with the increased computing 
power, storage and bandwidth required to 
enable it. To realize the promise of vCPE, a 
uniform, scalable and cost effective architec-
ture based on a new class of low power sys-
tems on a chip (SOCs) is necessary. When 
combined with orchestration software and 
collaborative open source software devel-
opment, this new world will provide fertile 
ground for system integrators to adapt, inte-
grate and implement the software that makes 
it work.

Take advantage of the future, now 

The technology and the ecosystem to drive 
it are already appearing. Ecosystem organi-
zations such as the Intel® Network Builders 
program are helping participants share best 
practices and enable interoperability for end-
to-end solutions. And the community is al-
ready producing NFV solutions and deploy-
ing in commercial environments.

Service providers are delivering vCPE solu-
tions to their customers today. NTT Group’s 
CloudWAN is built on Intel® architecture-
based standard servers to offer firewall, net-
work intrusion detection and WAN accelera-
tion. It overlays the network with business 
applications to deliver what they describe as 
an “intelligent technology fabric enabling 
businesses to effectively scale and evolve.2” 
It reduces service call-outs through a cen-
tralized cloud controller to efficiently serve 
branches and smaller enterprises, and it puts 
in place a platform for delivering the next 
generation of even more intelligent network 
and business services.

As service providers decide where to place 
their investments to grow revenue and re-
main competitive in the 5G landscape that 
is being built—especially for services de-
livered to large enterprises and their branch 
offices— vCPE offers near-term opportunity 
with measureable returns. The technology is 
here, and the partner ecosystem is deliver-
ing the solutions, so now is the time to get 
started and deliver the benefits of vCPE to 
your customers. 
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Edge Computing

by Frank Rayal, Founding Partner, Xona Partners
The Market Opportunity for Edge Computing

The evolution of telecom networks into data networks capable of supporting multiple servic-
es with different requirements presents a complex challenge to service providers. Virtualiza-
tion is one of the fundamental technologies that addresses this challenge. But virtualization 
is largely associated with the Cloud – a concept that places compute, storage and networking 
functions remote from the user.  Yet, many services require such functions to be located near 
the user to maintain performance requirements. Edge Computing is a concept that addresses 
such requirements.

Frank Rayal is founding partner at Xona Partners, a boutique management and technology advisory firm specializing 
in telecom, media and technology. He worked over the last 20 years to bridge the divide between technology and 
market by leading new product introductions for startups and established companies. Frank co-founded small-cell 
backhaul pioneer BLiNQ Networks. He held senior product management, marketing and business development posi-
tions at Ericsson, Redline, and Metawave. 

He holds a BS in electrical engineering from Case Western Reserve University, Cleveland, Ohio, and an MASc in 
electrical engineering and an MBA from the University of Toronto, Canada. He is a senior member of IEEE, and a 
member of Professional Engineers Ontario.

In this paper, we address the application of 
Edge Computing in mobile networks. Inter-
est in Edge Computing is rising because it 
enables new services and revenue streams. 
Edge Computing is not a new concept in 
mobile networks – early attempts to imple-
ment it commercially have failed. However, 
a combination of technology, regulatory, 
and market factors are heightening interest 
in new services where Edge Computing is a 
cornerstone concept. 

Edge Computing variants

Edge Computing places compute and stor-
age functions close to the end user at the 
edge of the network. This improves the re-
sponse time of applications (reduces laten-
cy) and reduces the amount of data travers-
ing the transport network between the core 
and the edge computing server location. A 
few closely related variants of edge comput-
ing exist. While they have much in common, 
subtle differences exist due to their original 
backers. These variants include: 

ETSI MFC

The ETSI Mobile Edge Computing Indus-
try Specification Group (ISG) was formed 
in late 2014 to provide a standardized and 

open framework for edge compute plat-
forms in mobile networks and to enable the 
integration of applications from vendors, 
service providers and third-parties. The 
scope of the ISG has recently expanded be-
yond mobile access technologies to include 
other access technologies such as Wi-Fi and 
future 5G technologies such as fixed access 
in millimeter-wave bands. To reflect this 
new scope, the ISG was renamed to Multi-
access Edge Compute (MEC). The general 
architecture for ETSI MEC is shown in Fig-
ure 1. 

Fog Computing

Fog Computing is a concept introduced 
by Cisco in 2011 with a strong emphasis 
on Internet of Things (IoT) services. Fog 
Computing extends the edge to include the 
end-nodes or user devices. Consequently, 
Fog Computing Nodes (FCN) include stor-
age, computing and communication capa-
bility to interact with other devices. FCNs 
provide awareness of device geolocation 
and device context, enable services such as 

translation between IP and non-IP transport 
in IoT applications, and decide on which net-
work to join (e.g. LTE or Wi-Fi). 

Cloudlets

Cloudlet denotes a small-scale mobile-en-
abled Cloud data center that is close to the 
edge. It is the middle tier of a three-tier hi-
erarchy: mobile device, Cloudlet and Cloud. 
Cloudlets are often associated with aca-
demia, primarily due to the leading work at 
Carnegie Mellon University in providing 
                    open source Cloudlet implemen
                  tation mechanisms as extensions 
                   of OpenStack. 

                     
                   The interest in Edge Computing   
                        is enforced by the emergence 
                        of 5G wireless access tech
                  nology with applications in 
vertical markets such as automotive, health, 
energy, education. Edge computing widens 
the addressable market for service provid-
ers beyond the traditional consumer-centric 
business model. This is a fundamental shift 
that affects many aspects of business opera-
tions. 
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Edge Computing applications

Applications that benefit from Edge Com-
puting include those with one or more of the 
following requirements:
•High responsiveness, low latency and near 
real-time operation
•Data caching
•Context-aware services
•Location-aware services
•Heavy computation applications
•Data transformation and transcoding
•Extended battery operation
 
Some of the applications that benefit from 
Edge Computing include: 
•Enterprise applications including asset 
tracking, video surveillance and analytics, 
local voice and data routing.
•Augmented and virtual reality.
•Multimedia content delivery where video 
can specifically benefit from caching and 
transcoding.
•Retail services including ad delivery and 
footprint analysis in shopping malls. 
•IoT applications, including: 
a.Massive IoT connectivity where Edge 
Computing streamlines device connectivity 
with the core network to reduce overhead 
communications and improves response 
time.
b.High-responsiveness applications where 
low latency is critical. This includes smart 
grid switching of power and alternative en-
ergy supplies, and fault detection applica-
tions.
•Critical communications: this category in-
cludes multiple applications in various sec-
tors
a.Traffic safety and control systems. 
b.Precision farming using autonomous ve-
hicles and real-time analytics. 
c.Industrial IoT applications for monitoring 
and time-critical process control. 
d.Automotive applications related to hazard 
warning and cooperative autonomous driv-
ing. 
e. Healthcare applications requiring 
high responsiveness. 

Some of the outlined applications can only 
be delivered with the implementation of 
Edge Computing, as otherwise their require-
ments cannot be met by the mobile network. 
For example, some automotive and smart 
grids applications require sub 1 msec la-
tency, whereas commercial LTE networks 
typically have latency that exceeds 20 msec. 
Meeting the sub 1 msec requirement of 5G 
networks can only be achieved with Edge 
Computing. Other applications such as IoT 
connectivity generate high signaling over-
head towards the core network. 

Edge Computing reduces this overhead and 
streamlines the connectivity of low-bit-rate 
devices to the Internet. 

Market dynamics in mobile networks

Edge Computing applications in mobile net-
works can be divided into two categories: 
optimization or monetization applications. 
While the first Edge Computing applica-
tions fell into the optimization category, e.g. 
caching and traffic optimization, the focus 
has shifted towards monetization applica-
tions as they hold the promise of improving 
the bottom line for mobile network opera-
tors (MNOs) and vendors alike. Yet, this is 
where the challenge is highest as it requires 
MNOs develop their sales channel into the 
enterprise. Many MNOs who base their 
business on serving the consumer segment 
find it particularly challenging to success-
fully execute on an enterprise-focused go-
to-market strategy. To serve the enterprise, 
MNOs need to take an IT-centric rather than 
a telco approach. The consequences are far-
reaching as they affect the culture of the or-
ganization and its operational processes. 

Table 1 Optimization vs. Monetization Ap-
plications.
Optimization Applications Monetization 
Applications
•Business case focuses on reducing operat-
ing expenses
•Particularly useful for consumer applica-
tions
•Economically viable with Edge Comput-
ing closer to the core network
•Amenable to deployments by mobile net-
work operators 
•Business case focuses on generating new 
revenues
•Particularly useful for enterprise applica-
tions
•Performance advantage improves with 
Edge Computing closer to the user
•Amenable to deployments by MNOs and 
third party service providers

As a result, MNOs are still ambivalent on 
Edge Computing as they develop their mar-
ket strategy towards the enterprise. Some 
MNOs view the concept as integral part of 
5G networks where it is coupled with a new 
network architecture. Others view Edge 
Computing as a tactical expediency in cer-
tain applications. However, Edge Comput-
ing opens up the possibility to insert new 
players in the telecom value chain primarily 
Edge Computing service providers (Figure 
2). This presents opportunities for new mar-
ket entrants to complement MNO services 
by providing services aligned with enter-
prise requirements, in an analogous way 

to how Mobile Virtual Network Operators 
(MVNOs) complement MNO services. 

Figure 2 Impact of Edge Computing on the tele-
com value chain.

The market opportunity

A number of opportunities emerge which 
could have a drastic effect on industry 
structure. For instance, the 3.5 GHz Citizen 
Broadband Radio Service band in the United 
States (aka. the Innovation Band) provides a 
platform for neutral hosts and Edge Comput-
ing service providers to offer differentiated 
enterprise and IoT services. MuLTEfire – 
LTE in unlicensed spectrum – enables similar 
deployment model in the rest of the world. In 
these deployments, a network of small cells 
provides service in the enterprise. The net-
work leverages a virtualized environment to 
simplify service definition, provisioning and 
scalability. Edge Computing provides the 
required performance parameters and makes 
the economics of the business case compel-
ling. Such a proposition is not necessarily in 
the domain of future 5G networks, but can 
be realized today with LTE technology. 

Conclusions

Edge Computing is an architecture concept 
that is central to realizing applications with 
high-performance requirements. It creates 
new applications and enables service pro-
viders to enter vertical markets with differ-
entiated services that otherwise could not be 
realized cost effectively. To succeed in this 
endeavor, it is necessary for MNOs to pur-
sue an IT-centric instead of a telecom-centric 
approach. This is a challenging proposition 
for entities that focus on the consumer seg-
ment. However, new technologies and spec-
trum regulations, such as MuLTEfire and the 
CBRS shared-spectrum band, open the door 
for third-party service provider to enter the 
market. In partnership with MNOs, these 
neutral hosts could opt to operate private 
networks for enterprise and IoT applications. 
Such business models will leverage Edge 
Computing for both service enablement and 
differentiation. 
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NFV and SD-WAN

By Hector Avalos, Vice President, EMEA Sales and Business Development, Versa Networks

Seizing the opportunity: The evolution of SD-WAN 
to the SD-Branch

Let’s look at it from the ground up. NFV is being applied to carrier and enterprise WANs and 
a great example of that application is SD-WAN and branch connectivity using NFV [spe-
cifically the concept of virtualized network functions (VNFs)] to ‘software-ize’ the multiple 
appliance-based network and security functions in the branch office. Think about the SD-
Branch as the next evolutionary step from SD-WAN. 

Hector Avalos is the vice president of EMEA sales and business development at Versa Networks. 
Avalos has over 26 years of experience in the computing, networking and telecommunications industries and is cur-
rently focused on “vCPE”, “Software-Defined WAN” and “Software-Defined Security”.

To gain market share and handle the 
constant evolution of enterprise and 
consumer demands for new services, 
service providers must re-architect their 
networks. Interestingly, while initial ad-
vantages and drivers towards network 
function virtualization (NFV) were re-
duction in Capex and Opex, the more 
compelling advantages are the ability 
to deploy a flexible, programmable and 
agile network. NFV provides that ad-
vantage - an agile network that can rap-
idly and efficiently automate new ap-
plications and network services based 
on real-time subscriber demand.

Because of the latest developments in 
NFV, service providers have an op-
portunity to transform their network 

architectures to evolve and meet the 
growing demand for innovative ser-
vices enabling them to remain competi-
tive and give their subscribers services 
whenever and wherever they want. And 
Europe seems to be leading the way

Leading Network Integrators Interdata 
(France), Xantaro (Germany & UK), 
Ymon (Finland) and Axians (UK) are 
just a few that have embraced the tran-
sition from the transition from legacy 
architectural approaches to NFV. 

In Europe, service providers embrac-
ing NFV are also adopting SD-WAN 
to increase their addressable markets 
and revenue streams. Both enterprises 
and providers are utilizing SD-WAN to 

append their MPLS networks, integrate 
advanced security and VPN services 
and deliver network visibility. European 
service providers are leveraging this 
major market trend and delivering turn-
key SD-WAN, SD-Security and vCPE, 
as well as training, support, consulting 
and professional services. 

Xantaro has said, “Service providers and 
large enterprises are increasingly seeing 
the value of moving from a hardware-
based to a software-based architecture 
for many of their networks and offer-
ings. As a result, they are embracing 
network function virtualization, which 
began here in Europe, to redesign their 
networks.” 
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Axians has seen interest in SD-WAN 
grow significantly across its customer 
base over the last year and are rolling 
out software-based solutions to the UK 
market. 

Ymon sees SD-WAN becoming a key 
technology for major customers in Fin-
land, and the ability to seamlessly layer 
software-defined security (SD-security) 
onto SD-WAN is a real differentiator 
and needed capability.

Interdata has said, “We believe that 
NFV and SD-WAN are now a reality 
and will redesign the landscape of net-
working infrastructures in the coming 
years. Thus, we have decided to invest; 
and we have chosen a technology ven-
dor that integrates all services into one 
software platform, and then simplifies 
the deployment of centrally automated 
delivery. We also believe the technol-
ogy can create a real disruption in the 
market because of its pure NFV ap-
proach, and we want to be among the 
first to participate in this revolution.”

The market need for this technology is 
real. The WAN and branch networks 
need to continue evolving and become 
more software-defined. Software-de-
fining the branch is a major step in this 
evolutionary journey for the connectiv-
ity between the branch and corporate 
networks. 

SD-Branch: The next evolution of SD-
WAN

What is it? 
Let’s look at it from the ground up. 
NFV is being applied to carrier and en-
terprise WANs and a great example of 
that application is SD-WAN and branch 
connectivity using NFV [specifically 
the concept of virtualized network 
functions (VNFs)] to ‘software-ize’ the 
multiple appliance-based network and 
security functions in the branch office. 
Think about the SD-Branch as the next 
evolutionary step from SD-WAN. 

A core element of NFV is the VNF, 
which is a software-based or virtual-

ized version of a specific function such 
as routing, SD-WAN or a next-genera-
tion firewall (NGFW). Virtualizing a 
network function goes far beyond just 
converting from point hardware to vir-
tualized software instances such as an 
NGFW. VNFs, natively support cloud 
and network orchestration tools to be 
centrally managed, policy orchestrated, 
zero-touch provisioned and service-
chained. The simple virtualization of 
hardware appliances does not always 
address many of the operational chal-
lenges that VNFs built for NFV from 
day one provide. NFV, and, in partic-
ular VNFs, can be a primary change 
catalyst for managed services. Key ca-
pabilities such as service virtualization, 
service chaining and the de-coupling 
of services from underlying hardware 
provide the ability to create a ‘virtual 
LEGO® set’ of networking and securi-
ty functions that can be assembled into 
rich, multi-feature, yet very dynamic 
managed services. 

The SD-Branch is an architectural ap-
proach that combines the WAN and 
Branch into a simplified network, se-
curity and WAN architecture by con-
solidating multiple core services and 
functions into a single software-based 
IP services platform. It virtualizes all of 
the transport, networking and branch se-
curity services to be centrally managed 
within the NFV ecosystem. Software-
defining the branch enables providers 
(and enterprises) to go beyond just tra-
ditional SD-WAN and software-define 
the full stack of services at the branch. 
The SD-Branch takes advantage of de-
sign architectures like virtual customer 
premises equipment (vCPE) to enable 
the hosting of third-party VNFs — fur-
thering the ability to software define 
the entire stack of branch services and 
leverage NFV operational constructs 
and benefits. 

To make an SD-WAN and SD-Branch 
network transition achievable, compo-
nents need to be virtualized to deliver 
highly flexible, scalable and secure 
Branch and WAN connectivity archi-
tectures. This means the virtualiza-

ation and integration of all layers in the 
branch: the underlay, the overlay, ad-
vanced network and security services 
all with a centralized management and 
control framework. To elaborate, this 
includes:

1.A virtualized IP services platform that 
manages the underlying transport and 
connectivity services for the Branch 
providing elasticity, service chaining, 
and programmability in cost-effective 
deployment models;
2.A broad set of VNFs to deliver the ro-
bust and rich networking and security 
services necessary in a SD-Branch; and
3.A centralized management and vis-
ibility framework to provide central-
ized control, management, analytics and 
workflow management services akin to 
a cloud-like service.

Born out of the transformation of SD-
WAN the SD-Branch architecture deliv-
ers true cloud-like services to:

•Deploy a multi-tenant SD-Branch/SD-
WAN software platform in the carrier 
cloud (e.g., PoP) with template service 
definitions and deployment processes;
•Instantly provision new branches by 
drop-shipping, low-cost, white-box 
hardware populated with software that 
is auto-provisioned to pre-defined tem-
plates;
•Instantly deploy a new branch using 
the multi-tenant SD-Branch/SD-WAN 
software and management console;
•Rapidly deliver additional networking 
or security services from a centralized 
provisioning console; and
•Continually monitor and improve each 
customer’s SD-Branch/SD-WAN ser-
vice via integrated multi-tenant, big-
data analyses.

A Virtualized Branch use case

SD-Branch simplifies all vectors of the 
branch architecture utilizing SD-WAN 
as a function to manage and virtual-
ize the transport. VNFs that deliver the 
advanced IP networking services (e.g., 
routing, QOS, VPN) and advanced se-
curity services (e.g., UTM, NGFW, AV, 
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SWG) all centrally manage and can 
be viewed as a single enterprise WAN 
fabric deployed across a virtualized IP 
services platform. Initial provisioning 
is automated through a zero-touch ap-
proach with the wide ability to integrate 
service function chaining policies, seg-
mentation policies and network compli-
ance adherence from a single console. 
This addresses the high-integration and 
operational costs and time associated to 
deploy traditional WAN architectures, 
while taking advantage of transport 
savings by leveraging SD-WAN as a 
VNF to deliver transport flexibility. All 
are deployable in a software-first form 
factor to deliver capital cost savings us-
ing software and commodity hardware 
versus proprietary SD-WAN, network-
ing and security appliances.  

Today’s drivers of SD-Branch

The demand for SD-WAN is a first step 
to overall branch transformation. Ap-
plication intelligence and awareness are 
also necessary at the branch to accom-
modate SaaS and private/public PaaS/
IaaS workloads. Apps are changing 
how we interact, which is also chang-
ing how the branch services the user. 
Additionally, the rise of new applica-
tion services is driving the demand for 
different approaches to segmentation 
and security. In fact, the proliferation 
of new services is causing IT to rethink 
how they deliver security and segment 
corporate, guest, and partner network/
WAN access. Software-defined secu-
rity in addition to a branch transforma-
tion or WAN transformation is another 
step to address these problems. Branch 
owners (IT or managed) see SD-WAN 
as the first step to answer this challenge 
— to help them evolve into an SD-
Branch transformative architecture.

Reaping the Benefits of SD-Branch

In addition to creating a flexible, pro-
grammable and agile network, addi-
tional advantages to creating an SD-
Branch, include: 

Lower total costs of operations (TCO)

By standardizing software and com-
modity hardware – instead of develop-
ing proprietary networking and security 
appliances – customers can slash their 
infrastructure Capex spend. Custom-
ers can significantly lower their Opex 
by reducing or eliminating branch of-
fice truck rolls, shortening help desk 
and troubleshooting time and easily 
integrating new services into existing 
deployments. Combined with a usage-
based pricing model, customers only 
pay for what they use.
 
Accelerate time-to-deployment from 
weeks to hours – significantly increas-
ing IT agility

Roll out SD-WAN and SD-Security 
deployments quickly and without com-
plex or proprietary hardware. As a re-
sult, new deployments can occur within 
hours. Network IT teams can adopt an 
agile, software-based DevOps model 
and remove the provisioning time and 
hardware dependency of traditional 
WAN and security architectures.

Improve application performance and 
security

With the ability to identify applications 
and map those to the most appropriate 
connectivity option, 
SD-WAN can improve application 
performance and lower overall WAN 
costs. For direct Internet access, SD-
WAN with SD-Security can apply very 
strong security at the branch office 
without requiring a sprawl of appli-
ances. Alternatively, some SD-Security 
VNFs can be partially deployed at the 
branch and partially at the data center 
or hub-site.

Simplify support and operations

With zero-touch provisioning and cen-
tralized management, IT teams can 
significantly reduce the time required 
to manage networking and security 

functions to further simplify ongoing 
operations.

All of this will enable organizations to 
fully software-define their branch. 

The drivers and need to stay ahead will 
bring the SD-Branch to the fore in 2017 
and beyond. Companies are already 
shifting the way they think about the 
WAN and branch with SD-WAN and 
will continue to transform their network 
approach through software-defining the 
branch to best utilize their network re-
sources to increase performance, enable 
digital transformation, improve user 
experience, provide ubiquitous security 
and simplify operations. 
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Data Management

by Iain Chidgey, General Manager EMEA , Delphix 

Breaking data gravity to gain competitive edge

Billions of pounds per year are lost in productivity and under-utilised resources. As a 
result, today’s organisations need to find a way to revolutionise the way data is man-
aged. The ability to copy, secure and deliver data on-demand can no longer be an 
afterthought. It should be integral to how businesses operate, with data at the heart of 
everything a business can achieve. This vision is only possible if data is democratised 
and made more agile so that delivery time can be reduced and data can be put in the 
hands of those who need it, when they need it. 

Iain Chidgey is the general manager International at Delphix.  Prior to joining Delphix, Iain 
was VP and General Manager EMEA for ArcSight, a leading global provider of compliance 
and security management solutions. Iain was responsible for setting up ArcSight in EMEA in 
2004, growing it to a multimillion dollar company which culminated in a successful IPO and 
subsequent acquisition by Hewlett Packard in 2010 for over $1.5 billion. In his 20 years of 
experience in the IT Industry, Iain has held senior sales roles for various high growth software 
organizations, including Portal and Oracle both in the EMEA and the US. He has a BSc with 
Honours in Systems Modelling from Sheffield Hallam University.

Data fuels most business operations 
today. Being able to deliver it to every 
stakeholder at the speed, simplicity, and 
security required for business transfor-
mation, has become essential for sur-
vival in the Software Economy. Yet the 
reality for many organisations is much 
more complex. The very thing that’s 
done so much to transform business – 
the data – is now the biggest roadblock 
to further success. Data simply weighs 
down operations, and this data gravity 
stifles agility, inhibiting the dynamic 
movements of data at the speed of busi-
ness.

What’s going on?

Currently, teams rely on data being 
passed hand-to-hand from IT opera-
tions to the teams that need it. The pro-
cesses for requesting and provisioning 

data are slow, manual and largely ad-
hoc. Data acts as an inhibitor because 
the teams who need it can’t access it in 
a timely manner. In fact, some large en-
terprises wait weeks, or even months to 
get the information they need, and by 
that time, the data is stale. 

To tackle the ‘culture of now’, many 
businesses are pursuing DevOps [ref: 
http://www.ipexpoeurope.com/Devops 
] and Continuous Delivery to improve 
the pace of delivery and the volume of 
launches they can deliver. Yet, trying to 
serve this demand for new features and 
faster time-to-market has only exacer-
bated the data dilemma. In their ‘need 
for speed,’ employees introduce work-
arounds that introduce risks, like using 
subsets or reduced data quality which 
increases the likelihood of bugs and er-
rors. 

At a time when data breach stories are 
coming thick and fast, this is a serious 
concern. And with heightened penalties 
for breaches, controlling access to and 
the security of data becomes even more 
critical for businesses. While data mask-
ing appears to provide the answer, this 
process typically adds another layer of 
cost and complexity that further delays 
projects. 

The price of delays

The current model for governing and 
managing data within organisations is 
inefficient, takes enormous resource 
to manage and places significant con-
straints on infrastructure. Applications 
are slow to market, and internal projects 
slip because of delays in getting qual-
ity data needed for testing. Once test-
ing teams receive the data, their analyt-
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ics are often inaccurate because data is 
stale or incomplete. Even data-centre 
or cloud migration projects can be slow 
because of the complexities in migrat-
ing large volumes of data. As a result, 
innovation is choked. The bottom line 
is that most companies are stuck, and 
data is their single biggest constraint to 
achieving the speed they need to com-
pete and win. 

It’s impacting organisations financially, 
too. Billions of pounds per year are lost 
in productivity and under-utilised re-
sources. As a result, today’s organisa-
tions need to find a way to revolution-
ise the way data is managed. The ability 
to copy, secure and deliver data on-de-
mand can no longer be an afterthought. 
It should be integral to how businesses 
operate, with data at the heart of every-
thing a business can achieve. This vi-
sion is only possible if data is democ-
ratised and made more agile so that 
delivery time can be reduced and data 
can be put in the hands of those who 
need it, when they need it. 

Meeting new demands

Staff know they face stiff competi-
tion. Many new company categories 
have appeared with modern platforms 
emerging that have demonstrated the 
power of software in changing busi-
ness. These companies have set new 
standards for innovation and speed, and 
that’s signaled a shift in how major en-
terprises think about their future. They 
now accept the reality of ‘evolve or die’ 
and understand that a slower pace could 
result in serious business risk. The 
problem has been that while infrastruc-
ture and development methodologies 
have gone through multiple generations 
of evolution, data operations have been 
slow to evolve and severely lag being 
development and infrastructure coun-
terparts. 

The secret to staying ahead of the com-
petition is encouraging data to move at 
the speed of business.  Addressing these 

factors will depend on an organisation’s 
ability to embrace new technologies 
and processes that can ensure the con-
sistent availability, quality and security 
of their data and allow easy movement 
around the business. 

Breaking the data dependency 

To ensure that data is an enabler, rather 
than a hindrance, organisations must 
take a data-first approach to IT trans-
formation. To gain a competitive edge, 
means making underlying data more 
agile. Often data is so difficult to copy 
and move that environments are shared 
between large teams both inside and 
outside of a company. This kills pro-
ductivity as projects often can’t be 
worked on in parallel. Instead one team 
is forced to wait for another to finish 
before they can even begin. Whether 
refreshing, rewinding or aligning dif-
ferent data sources for integration test-
ing, the process of managing data takes 
forever, choking the project cycle and 
causing delays. 

However, the end goal for IT should 
be running multiple projects simulta-
neously and with extremely fast deliv-
ery. To overcome this institutionalised 
bottleneck, teams must start with in-
troducing infrastructure and processes 
that promote automation and self-ser-
vice and make unlimited virtual copies 
of data available. 

This involves approaching data man-
agement in the same way as server 
virtualisation, where data is shared in 
the same way as CPU, providing sig-
nificant opportunities for sharing com-
plete sets of data. This process means 
that teams can instantly move data, 
automate its delivery and security (by 
combining it with data masking) and 
self-service their data needs. 

Using virtual copies of data, data sets 
can be refreshed and reset on demand, 
projects can be started and completed 
far quicker than before and by increas-

ing available environments, projects can 
be run in parallel, increasing productiv-
ity. In turn, with shorter cycles, testing 
can be increased, improving quality and 
time-to-market speeds, and allowing 
businesses to achieve competitive ad-
vantage they need to lead. 

Data at the speed of business

Changing how data is managed and de-
livered presents an incredible opportu-
nity for business. Companies that have 
deployed dynamic data platforms have 
seen phenomenal results, such as halv-
ing the length of their software projects, 
reducing 90 per cent of storage costs 
and increasing testing by 100 times. 

Data has been forgotten in the race for 
agility, but its time has come. By remov-
ing data gravity organisations can turn 
data from a business constraint, into a 
force for change.
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Business Value of 4G

by Mike van Bunnens, Managing Director of Comms365

Unlocking the Business Value of 4G

Whether used as a primary, secondary or as a key component  of a bonded solution, 4G 
has a very important role to play for UK business, as Mike van Bunnens, Managing 
Director, Comms365, explains.

Mike van Bunnens is Managing Director of Comms365. He has over 20 years’ experience working within the tele-
communications space in CIO, Director and Sales Management roles and has been Managing Director since starting 
the business in 2008.

Mike is an achievement-orientated, sales and marketing professional with a strong focus on honesty, integrity and 
client satisfaction. 

Mike has rapidly grown Comms365 to be an innovative managed solutions provider and is now leading his business 
into the next phase of growth through strategic partnerships, investments and deploying next generation IoT and SDN 
solutions.

With ubiquitous superfast broadband still 
some way in the future, despite additional 
government investment into new fibre in-
frastructure, many UK businesses are still 
struggling to attain a reliable, consistent 
and fast internet connection. With an ever 
increasing reliance on cloud based applica-
tions to run their businesses, orgnisations 
should now be concerned about how to im-
plement essential internet resilience for all 
of their sites to ensure uninterrupted busi-
ness operations.

4G mobile data networks offer the matu-
rity, reliability and performance required to 
deliver internet service to be used as  pri-
mary connections or as failover services, 
and are increasingly being adopted by UK 
Enterprises and SME companies for the 
following reasons: as a fast deployment 
option while  waiting for a fixed line con-
nection to be installed; as a supplementary 
internet resource to enhance performance 
where traditional broadband is poor qual-
ity; and for the most pressing business need 
- resilience.  Furthermore, by using a Soft-

ware Defined Networking (SDN) control 
platform a the datacentre, both fixed line 
and 4G connections at a company’s site can 
be bonded together to optimise bandwidth 
performance and intelligently route internet 
traffic, thereby maximising delivery usage 
and cost of this essential resilience model. 
Whether used as a primary, secondary or 
as a key component  of a bonded solution, 
4G has a very important role to play for UK 
business. 

Get some perspective

Citizens Advice is calling for compensation 
for those small businesses and individuals 
suffering broadband delays, amid reports 
that poor service costs customers £1.5 bil-
lion a year.   This demand comes hard on 
the heels of Chancellor Philip Hammond 
announcing a £400m funding for a new 
Digital Infrastructure Investment Fund that 
is targeted at fibre broadband providers, to 
deliver fibre to the home, rather than just 
fibre to the cabinet services.

But let’s take a step back.  BT is not the only 
option. 4G mobile coverage is improving 
daily, in both urban and rural areas, providing 
companies with far faster throughput both 
up and down.  4G connections are typically 
more reliable than ADSL and, critically, can 
support multiple users accessing high qual-
ity hosted services simultaneously – such as 
IP Centrex Telephony and Skype for Busi-
ness – that ADSL generally struggles with, 
due to poor upload speeds. 

The maturity of 4G provides just part of the 
solution.  The increasing use of cloud servic-
es has made many companies totally reliant 
on connectivity and without near continuous 
uptime and excellent throughput, virtually 
every aspect of the business will be com-
promised.  And that means that those com-
panies still relying on any single connection 
– whether it’s a fixed line or mobile – are 
taking a massive business risk.  

Big Data Demands Resilience

With the ability to bundle multiple 4G con-
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nections into one, the world’s largest 
and smallest companies alike, are now 
actively exploring the role 4G can play 
within their overall networks. From 
greenfield sites where a fixed line con-
nection is going to take too long to 
install, to temporary sites that cannot 
justify a fixed line investment, the abil-
ity to bond up to ten 4G connections 
into one reliable, high performing line 
reinforces the maturity, and value, of 
the mobile technology to companies of 
any size. And not a moment too soon 
- with the demand for big data services 
increasing incredibly rapidly as busi-
nesses embrace the full range of cloud 
based business applications, covering 
everything from finance to CRM. All of 
the mobile operators now offer compet-
itive 4G big data packages; and whilst 
these are more expensive than the tra-
ditional ADSL lines, most businesses 
agree that the improvement in both 
speed and reliability they experience, 
more than justifies the additional cost. 
Rather than feeling tied to Openreach, 
businesses can and should be exploring 
other, mature and robust, options. And 
drilling down further, they should be 
considering how best to achieve the es-
sential resilience required in their net-
work, due to the escalating dependence 
of their business operations upon the 
cloud.

Any business, whatever its size, should 
have a backup plan in place.  Best 
practice connectivity in 2017 demands 
more than a single connection. Whether 
a company opts for two fixed line con-
nections (ensuring they both do not go 
through the same exchange) or a mix 
of mobile and fixed lines, the key is to 
have that secondary, failover solution 
to support both voice and data traffic 
should the primary connection fail.

Taking Control

Indeed, major fixed line providers are 
waking up to this essential requirement 
and beginning to offer a bundled fixed 
and mobile option. However, with 
packages typically limited to a single 
mobile provider, there are clearly limi-

limitations to the resilience model of-
fered. Furthermore, companies do not 
want to pay just for a backup connec-
tion that is never used. The alternative 
is to use Software Defined Networking 
(SDN) to actively use all available con-
nections and intelligently route differ-
ent types of traffic across the network, 
maximising every aspect of the invest-
ment, at all times across both fixed and 
mobile operators.

SDN puts network control in the hands 
of the business, making it easy to add 
connections from any carrier, manage 
traffic and move applications in and out 
of the cloud as required. For example, 
critical application traffic can be routed 
via the fastest connection - which is of-
ten now 4G – while non-critical appli-
cation traffic can run across the slower 
ADSL connection.  With this approach, 
organisations are dynamically opti-
mising application performance and 
aggregating both primary and backup 
connections.
 
Critically, this type of solution is sim-
ple and can be handled either by an 
in-house IT Manager or provided as 
a managed service. In addition to dy-
namically routing traffic, the SDN con-
troller will provide in depth reporting, 
supporting a routine review to ensure 
the connections still meet business 
needs. The entire process is quick, low 
cost and inherently flexible, enabling 
the business to exploit the best fixed 
and mobile connections available in 
any specific location.
 
Conclusion
 
Is 4G mature enough? When one of the 
world’s largest distribution companies 
has deployed bonded 4G to over thirty 
sites in the UK already and is planning 
to double that in 2017, the mobile ap-
proach has clearly attained commercial 
maturity. Furthermore, these mobile 
networks are not stand alone – using 
SDN they are being tied into the cor-
porate network to deliver that critical 
level of control and performance vis-
ibility.

For those still waiting for Openreach 
or more Government funding it is time 
to take control and focus on the real is-
sue at hand: it is resilience as much as 
throughput that should be a concern. 
There are other providers, both fixed 
and mobile, and proven solutions that 
deliver faster, more reliable connections. 
The key, however, is to step away from 
a reliance on a single connection or a 
single network operator. Every business 
is now totally dependent upon excellent, 
fast and available connectivity – and the 
technology is available today to provide 
both backup and dynamic optimisation 
in a way that will reduce business risk 
and improve business performance. So 
why wait?
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Problem of Legacy  IT Infrastructure

by Marcus Jewell, Vice President, Europe, Middle East and Africa (EMEA), Brocade
How IT departments can ‘adopt to adapt’

For many businesses, legacy IT infrastructure continues to hold them back from in-
novating on their terms.  Despite knowing what they need to achieve, IT departments 
have found themselves having to say ‘no’ to new business opportunities far too often, 
instead focusing efforts and resources on ensuring their current legacy system can 
handle increasingly overwhelming quantities of data. In fact, if IT departments could 
spend less time ‘keeping the lights on’, they could devote more time to creating value, 
reducing costs, and increasing revenues as much as 12 per cent according to our re-
search.

As Vice President Europe, Middle East and Africa (EMEA), Marcus Jewell is responsible for 
sales operations throughout the geography, helping Brocade expand its footprint in the EMEA 
market.
Jewell has more than 15 years of experience in the networking business, having started his 
career in technical sales at Xerox, focused on network attached solutions. He then joined Mi-
Tech Europe, where he rose through the ranks from lead generation and sales to become Man-
aging Director of MiSpace Ltd, a managed ICT services company jointly owned by MiTech 
and Jewell. He joined Mitel Networks in 2003, heading up the Enterprise Sales and Services 
for the UK and Ireland, where he was responsible for significantly growing market share and 
revenue. 
He graduated from Glamorgan University with a Bachelor of Engineering Honours Degree in 
Civil Engineering.

A year ago, we could have told you 
that we were all on the cusp of a ‘busi-
ness technology revolution’. A myriad 
of data-driven technology trends were 
highlighting a route to a ‘business 
process mecca’; a path, if chosen, that 
would enable businesses to maximise 
their potential and gain competitive ad-
vantage.

That supposed future vision is happen-
ing right now.  We’re seeing the con-
vergence of big data, the Internet of 
Things, 5G, mobility, cloud computing 
and virtualisation. Business leaders and 
senior IT decision-makers alike are re-
alising that streamlining their IT set up, 
and having a superior network in place 
that can handle modern data demands is 

vital to their business growth. Embrac-
ing digital transformation in this way 
will be the difference between leading 
from the front, and total stagnation.

What’s at stake

IT departments are very aware of what 
is at stake for their companies. Re-
search we conducted found that the 
vast majority of IT decision-makers 
(87 per cent) were part of organisations 
that had strategies in place to transform 
their digital operations. An even larg-
er proportion (94 per cent) stated that 
their organisation’s CIO and IT manag-
ers valued the adoption of digital trans-
formation in order to achieve business 
objectives.

‘Computer says no’

However, despite evidence that IT de-
partments know what needs to be done, 
some businesses still find themselves 
falling behind competitors because they 
are failing to sufficiently adapt their 
approach and embark on their digital 
transformation journey. The problem 
is a familiar one for fans of Matt Lucas 
and David Walliam’s hit BBC comedy 
Little Britain: “Computer says no”.

For many businesses, legacy IT infra-
structure continues to hold them back 
from innovating on their terms.  Despite 
knowing what they need to achieve, 
IT departments have found themselves 
having to say ‘no’ to new business op-
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opportunities far too often, instead fo-
cusing efforts and resources on ensuring 
their current legacy system can handle 
increasingly overwhelming quantities 
of data. In fact, if IT departments could 
spend less time ‘keeping the lights on’, 
they could devote more time to creating 
value, reducing costs, and increasing 
revenues as much as 12 per cent ac-
cording to our research.

How to start saying ‘yes’

Digital transformation can sound like a 
daunting proposition, but if broken into 
digestible steps, it can be much easier 
to implement at a pace that is consid-
erate of struggling IT staff, and their 
budget. There are a number of achiev-
able changes organisations can begin to 
make that will ensure their IT depart-
ments are finally able to start saying 
‘yes’.

It all starts with getting the right foun-
dations in the place. Networks that are 
software-enabled and based on pro-
grammable networks can give organisa-
tions a much higher ceiling for adapting 
to modern technology demands. This 
means IT departments would be there-
fore free to build upon what they have 
and evolve with technology, rather than 
continue ‘firefighting’ and attempting 
to cope with more from each advance. 
Getting your network infrastructure in 
order is also key to making the most of 
cloud and virtualisation technology. 

The impact cloud software can have 
on your business has already been 
well-documented, and more compa-
nies are thankfully understanding why 
cloud technology is quickly switching 
from a ‘business want’ to a ‘business 
need’. However, running cloud soft-
ware within your business means being 
able to run multiple operating systems 
and applications all within one server. 
Simultaneously. Virtualisation pro-
vides the foundations needed to make 
this happen via a Hypervisor (virtual 
machine monitor or ‘VMM’), that sits 

on top of the physical hardware layer 
and provides you with what you need 
to manipulate your hardware as needed. 
Your network infrastructure determines 
whether or not this happens without a 
hitch. A superior network means superi-
or virtualisation software performance, 
which in turn determines the success of 
your chosen cloud applications.  

Introduce automation across the board

However, implementing new network-
ing technology, virtualisation software 
and cloud technology isn’t going to 
guarantee your business becoming a 
digital enterprise before the seasons 
change. Even once the system is lay-
ered with all the required software, it 
will need to be agile enough to respond 
to demands within milliseconds.

Consider online retailers: as it hits a 
busy sales period and shoppers are 
maximising their own resources mak-
ing purchases online or via mobile, the 
retailers’ IT systems will need to be 
able to handle a greater demand on the 
servers, provisioning more resources if 
need be so that customers can continue 
to have a smooth shopping experience. 
Additional Brocade research highlight-
ed how a failure to optimise application 
performance could mean missing out 
on an 11 per cent increase in revenue as 
disappointed customers decide to shop 
elsewhere or spend less.

In a traditional legacy system scenario, 
IT teams would have had to manually 
raise tickets which moved from one 
siloed IT focus to another. However, 
with the right network and algorithmic 
solutions in place, it’s possible to auto-
mate this process. Enabling new server 
capacity to be freed up or new cloud 
space to be provisioned as soon as it’s 
needed without waiting for a never-
ending line of tickets to be dealt with 
means that the business can maximise 
its potential.

Shut down the ‘no’ programme

Senior decision-makers need to ask 
themselves if they are truly giving their 
IT departments the support they need to 
help businesses perform at their peak. 
The convergence of digital technologies 
can be seen as a series of challenges 
but it should ultimately be regarded as 
a collective wealth of opportunities. IT 
departments don’t have to be stuck in 
process, and should be empowered to 
innovate and help business decision-
makers deliver true business value.

Take a ‘bottom-up’ approach that is re-
warded by accomplishing those digest-
ible steps. Build a solid foundation with 
an agile and scalable network that can 
enable virtualisation. Once you have 
the ideal conditions for cloud technol-
ogy in place, it’s a matter of then hav-
ing what you need to issue cloud space 
when it’s needed and keep application 
performance optimised. Making these 
little leaps won’t build Rome in a day, 
but will mean that you can shut down 
the ‘no’ programme for good and move 
into the business of ‘yes’.
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